COVID-19

DETECTION
MILESTONE 2

By: Drew Quashie, Loleyi Oluwatomisin, Amanda Ogbonna, and Richard Alonso Garcia



MILESTONE 2 GOALS

From Milestone 1's baseline to a trained, evaluated,
servable system:

Train & fine-tune CNN models + transfer-learning architectures (85%)
o Amanda and Drew

Initial Model Evaluation & Performance Reports (85%)
o Amanda, Loleyi and Drew

FastAP| backend endpoints (90%)
o Drew and Loleyi

React prediction/risk Ul (70%)
o Richard



TOOLS USED

Domain Tool / Technique

Frontend Framework React, Web Audio API

Backend & API Python, FastAPI

Machine Learning PyTorch, Librosa (Feature Extraction)

Model Architectures  Convolutional Neural Networks (CNNs), ResNet (Transfer Learning)

Dataset CoughVid Dataset v3

Evaluation Metrics Accuracy, Recall, F1 Score, ROC-AUC



NEW NETWORK ARCHITECTURES

__init__ (self,
__init__
: nn.Sequential = nn.Sequential(

nn.Conv2d(in
nn.BatchNorm2d (

nn.LeakyRelU

nn.Conv2d( (
nn.BatchNorm2c
nn.LeakyRelU
nn.MaxPool2d

1. Depthwise 3x3

(¢} clr?::rtlels ONE smell fitorperichannel. || | ﬁlte(r:e;hsznpnaerlastely —> mixz-sl::ﬁg:ltr‘:gzet;;;ther | pfEmCcicnahnes 3. MaxPool 2x2
Hx W spatial patterns only Hx W sets output channel count HxW halve H x W

groups =C

each step: BatchNorm — LeakyRelLU

Normal 3x3 conv (3—32): 864 weights
Ours: depthwise 27 + pointwise 96 = 123 (~7x fewer)
64—128: 73,728 vs 8,768 (~8x fewer)

fewer params — less capacity to memorize
(MobileNet trick: split, don't pay for both jobs at once)



NEW NETWORK ARCHITECTURES

Branched Network

Log-Mel
spectrogram
(3 ch)

MFCC
features
(3 ch)

Spec branch
DepthwiseSeparable 3—32
DepthwiseSeparable 32—64

MFCC branch
DepthwiseSeparable 3—32
DepthwiseSeparable 32—64

‘ GAP
——»  (each branch pooled to
1 64 numbers)

Concat
128-dim vector

(

GAP
——»  (each branch pooled to
‘\ 64 numbers)

GAP lets the two branches differ in HxW size — no reshape crashes

L,

Classifier head
128—128 — Dropout 0.4
128—64 — Dropout 0.2

64—num_classes

Class scores



NEW NETWORK ARCHITECTURES

DefaultCNN Network

Block 1 Block 2 Block 3

Input depthwise 3x3 depthwise 33 depthwise 3x3 ( GAP | 1283?215?5:;;2& - T
3 channels pointwise 1x1 —» pointwise 1x1 —> pointwise 1x1 AdaptiveAvgPool }—P 12864 —» Dropout 0 2 (3-class or binary)
(wave / spectrogram) BN - ReLU - MaxPool BN - ReLU - MaxPool BN - ReLU - MaxPool \ 128 maps — 128 numbers ) 64—num classes ’
3 — 32 channels 32 — 64 channels 64 — 128 channels ) ' -

fewer params — less to
memorize

spatial size shrinks each block (MaxPool x3)
channel depth grows: 3 — 32 — 64 — 128



NEW NETWORK ARCHITECTURES

Resnet Model Network

ResNet50 backbone - -

(frozen backbone option) g

Input 3 ; ( :
spectrogram image : ImageNet pretrained weights N ,\ 2048 features . New head (retrained) Class scores
3 ch convl — 4 stage groups — avgpool ‘ Linear 2048 — num_classes

~23M params, tuned on photos — overfit cough data in 23 epochs (train 0.13—0.04, val 0.13—0.46)



THE 3-CLASS MODEL COLLAPSED

Problem:

- one 3-class CNN (healthy / symptomatic / COVID) on MFCC +
log-Mel features, three input variants (wave-only, spec-only,
both).

Every variant collapsed to the majority class:
- Validation F1 frozen at 0.2459 for all 60 epochs

- Validation Accuracy stuck at **58.43%** while training loss
fell and validation loss did not — memorizing, not learning



CASCADE OF MODELS SOLUTION

Healthy

(—healthyg

Stage 1 model
(COVID + symptomatic) vs healthy ———»
binary

Cough recording
(16 kHz mono WAV)

flagged
sick?

Qsick }

Stage 2 model x{ CovID-19 }
COVID vs symptomatic
binary
| 1 Symptomatic (non-

COVID)




STAGE 1 RESULTS

trained resnet / covid_symp_vs_healthy / both trained branched / covid symp vs healthy / both
Loss Val Accuracy (%) Val F1 Loss Val Accuracy (%) Val F1
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True label

STAGE 1 CONFUSION MATRICES

Trained branched stagel TEST - both

healthy

covid+symp -

478

662

T
healthy

T
covid+symp
Predicted label

1800

1600

1400

- 1200

1000

- 800

600

True label

healthy

covid+symp -

Trained default stagel TEST - both

2500

2000

1500

- 1000

- 500

828
779 361
T T
healthy covid+symp

Predicted label

True label

healthy

Trained resnet stagel TEST - both

545
covid+symp 920 220
healthy covid+symp

Predicted label

3000

2500

2000

- 1500

1000

500




STAGE 2 RESULTS

trained default / covid vs symp / both

trained branched [ covid_vs_symp / both

Loss Val Accuracy (%) Val F1 Loss Val Accuracy (%) Val F1
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True label

STAGE 2 CONFUSION MATRICES
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BACKEND &
FRONTEND
DEVELOPMENT.

K



FASTAPI BACKEND

Authenticated user Resample to XGBoost ) Segment coughs PyTorch model Store result
POST /evaluate (audio upload) 16 kHz mono WAV cough gate from recording (2-stage cascade inference) SQLite (per user)
not a cough
JSON response
HTTP 422 W {id, prediction, score}
. -« no cough segments
(rejected) J
L 4

@router.post("/ev
( evaluate( ] ile(...), u (get_current_user

se HTTP
wav = to_wav_16

is_success(
ise HTTP

run_torch_model(

= json.dumps({"filename™: file.filename,
get_conn

1.execute(

ERT INTO evaluations (user_id, predictic

t["p ction"], res

id, "pre : "prediction™], "score":



DEMO

DDDDDDDD


https://drive.google.com/file/d/1OvqN-Evl_bhOHUA23e_pFzhZy4RgdBYV/view?usp=sharing

WHAT'S NEXT

Evaluate and integrate additional data sources to grow the training set
o Look for new data sources and integrate them into our existing dataset

Improve preprocessing and feature extraction for the cascade models
o Ensure speaker leakage does not occur
o Find new audio processes for new features

Rebalance the training data and use class-weighting strategy
o Try and keep class proportions per data set and batch the same

Refine stage 1 of the cascade: thresholds, architecture, and sick-class recall
o Try to improve stage 1of our cascade to reliably predict if someone is healthy or sick
o May use a different architecture for stage one (like Wav2Vec)

Retrain and re-evaluate the full cascade at the improved operating point
o Training on lower learning rates and evaluating full pipeline
o Train all new models



MILESTONE 3 TASK MATRIX

Task Description Assigned Team Member Status
Evaluate and integrate additional data
- All In Progress
sources to grow the training set
Improve preprocessing and feature
extraction for the cascade models All In Progress
Rebalance the training data and revisit the
— All In Progress
class-weighting strategy
Refine stage 1 of the cascade: thresholds, .
. : All Pending
architecture, and sick-class recall
Retrain and re-evaluate the full cascade at All Bending

the improved operating point



QUESTIONS??

K
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